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ABSTRACT

Effective waste sorting and classification are critical for sustainable waste management; however, current automated
systems often lack adaptability and contextual awareness, limiting their accuracy and applicability. We propose a novel
robotic vision framework utilizing Retrieval-Augmented Generation (RAG) for adaptive waste classification. This
framework integrates real-time visual perception with context-specific knowledge retrieved from external waste
management ontology, enhancing object recognition through recyclability, contamination status, and specialized handling
insights. Unlike conventional methods dependent solely on pre-trained datasets, our approach dynamically aligns visual data
and contextual embeddings to effectively manage complex waste scenarios, including ambiguous or damaged items.
Quantitative assessments on a heterogeneous waste dataset revealed the proposed model significantly outperforms
traditional methods, achieving an 18% increase in classification accuracy and a 25% improvement in correct recyclability
identification. Additionally, our framework markedly reduced hazardous material misclassification, thus enhancing safety in
waste management operations. Experimental validations confirm the robustness and flexibility of the RAG-based system,
underscoring its practicality for real-world waste sorting applications. By combining intelligent context-awareness with
visual adaptability, our robotic vision framework advances sustainable waste classification and automation.

Keywords: Retrieval-Augmented Generation (RAG) Robotic Vision Waste Classification Adaptive Sorting Context-
Aware Automation Sustainable Waste Management

1. INTRODUCTION conclusions, summarizes key findings, and suggests
Medical image segmentation is crucial for diagnosis and future directions for efficient medical image

treatment planning [1], yet tumor segmentation remains
challenging due to shape/texture variability [3]. While
CNNs like U-Net improve accuracy [5,6], their
computational demands limit clinical use [8]. We
propose the Latent Space Sparse Interaction Network
(LSSIN) that maintains accuracy through sparse
interactions while reducing complexity, outperforming
U-Net [1], V-Net [7] and H-DenseUNet [9] in efficiency
- particularly demonstrated in  kidney tumor
segmentation. The remainder of this paper is structured
as follows: Section 2 reviews existing methods for tumor
segmentation, covering both traditional and recent deep
learning-based approaches. Section 3 describes our
proposed LSSIN method, detailing its sparse interaction
mechanisms and novel energy-based modeling. Section 4
provides comprehensive performance analysis using
benchmark tumor segmentation datasets, including
BRATS tumor data [7, 8]. Finally, Section 5 presents

segmentation.

2. RELATED WORKS

Automated waste classification systems using machine
learning and IoT are crucial for sustainable urban
development [1,2]. Recent studies have emphasized
waste reduction, resource recovery, and sustainable
valorization of biowaste as important components of
environmentally responsible waste management [11,12].
Efforts to minimize waste-related environmental impacts
and improve resource efficiency also support broader
goals of sustainable waste management [13]. While deep
learning models like CNNs, ResNet, and VGG16 have
improved sorting accuracy [5-7], challenges persist in
misclassification, computational costs, and lighting
sensitivity [8-10]. Current solutions still struggle with
dataset limitations and practical deployment issues, as
summarized in Table 1, highlighting both progress and
remaining gaps in intelligent waste management [3,4].

Table 1: Summary of Recent Waste Classification Studies

Study Architecture Waste Type

Accuracy

Remarks

(%)
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[5] CNN, Deep| General Waste 83-94.8 Limited resolution due to GPU
Learning constraints
[6] CNN, IoT Smart Bin Moni- 91 Lighting-dependent performance
toring
[7] ResNet50, MSW Categories 86.9-92.6 | Glass misclassification, no decision
VGG16 integration
[8] YOLOV3 Glass, Metal, 94 Higher latency affecting real-time use
Organic
[9] SIFT, CNN Organic/Inorganic 89.9 Label dependency
[10] MobileNet Household Waste 76 Dataset constraints; limited accuracy
[14] Fast-R CNN Plastic Bottles 91 Limited to plastic classification
[15] WasNet General Waste 96.1 Reliability and deployment concerns

3. METHODOLOGY

3.1 The RAG-Based Robotic Vision Model combines
deep learning (CNNs/transformers) with real-time
knowledge retrieval for adaptive waste sorting. It
dynamically classifies items by material, recyclability
and cleanliness while adjusting to environmental
changes. The system queries an external knowledge base
for up-to-date handling guidelines, enhancing accuracy
by fusing visual data with contextual information. This
integration enables precise robotic manipulation tailored
to each waste item's properties. The five-phase
methodology seamlessly links visual processing,
knowledge retrieval, and decision-making for robust
waste sorting in dynamic environments.

3.2 Phase 1: Real-Time Visual Processing and Feature
Extraction Using YOLO

The system employs YOLO for real-time object
detection, processing entire images in one pass. It divides
the input image I into an SxS grid, where each cell
predicts B bounding boxes with confidence scores and
class probabilities P(C|O). YOLO generates object
embeddings Ev capturing key features (material, size,
shape), enabling fast, accurate multi-object detection.

N
Ev=YOLO(I) = {(xs,yi, w; hi, P(C|O3),confidence) Ji—1

The object embeddings capture key material properties
(plastic/glass/metal), size, and texture for accurate
classification. For robotic manipulation, the system
augments detections with depth data (from stereo vision
or depth sensors), generating depth embeddings Dv that
provide precise 3D spatial coordinates—enabling reliable
grasping and sorting of waste items. The visual
embedding E, from YOLO and the depth embedding D

. .. 3D
are combined to create a joint feature vector
3D
E;” = [Eva D v]

This joint embedding enables the robot to not only
identify the object but also understand its spatial location
in the environment, allowing for accurate grasping and
placement. Multi-Frame Object Tracking: To ensure
consistency across frames, especially in dynamic
environments where waste items may shift or be

temporarily occluded, the system applies real-time object
tracking using algorithms like SORT (Simple Online and
Realtime Tracking) or Deep SORT. These tracking
algorithms wuse Kalman filters to predict object
trajectories and associate detected objects across multiple

. . . 3D
frames. The tracking algorithm uses the embeddlngEv
from the current frame ¢ and the previous frame ¢ — 1 to
maintain object continuity across time:

Ti = Tracker (Ev,£3D,ROI;,—1)

This step ensures that the system can maintain contextual
awareness for each detected object, even in dynamic and
cluttered environments.

3.3 Phase 2: Contextual Knowledge Retrieval with
Task-Specific Optimization

Entity Extraction and Query Generation: Once the
system has generated the visual and spatial embeddings

E{?D, it proceeds to extract the relevant features from
each object, such as material type, contamination level,
and recyclability. These features are used to construct a
query vector Q. The query vector is created by projecting
the visual and spatial embeddings onto a learned feature
space using the transformation matrix W., forming a
feature-rich query for retrieval:

Q = WeEgD

This query is essential for retrieving contextual
information specific to each waste type, such as how the
material should be classified and handled (e.g.,
recyclable, hazardous, non-recyclable). High-Efficiency
Knowledge Retrieval: The system utilizes an
approximate nearest neighbor (ANN) search with vector
quantization to rapidly and accurately retrieve relevant
information from the knowledge base. This is crucial for
real-time performance, as waste classification often
demands fast responses. The similarity Sim(Q,KG:)
between the query vector O and the knowledge graph
nodes KGiis computed using cosine similarity to measure
the closeness of the query to stored knowledge:

0-KG;
KGy) = < 1
s & ) = QRG]
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The system enhances waste classification by retrieving
contextual data (safety protocols, recycling guidelines)
through similarity matching, enabling proper handling of
challenging cases like contaminated items. It features
dynamic knowledge graph updates that automatically
incorporate new waste categories and rules when novel
items are encountered, ensuring scalability without
extensive retraining. This adaptive approach maintains
robust performance as waste streams evolve.

3.4 Phase 3: Fusion and Decision-Making with
Attention-Based Integration
Adaptive  Multimodal Fusion: Once the visual

embeddings ESD have been generated and contextual
knowledge K has been retrieved, the system integrates
this information through a cross-attention mechanism.
The purpose of this fusion is to allow the system to focus
on the most relevant aspects of both visual and
contextual data, such as identifying hazardous waste or
determining recyclability. The cross-attention mechanism
computes the fused representation F by learning attention

weights between the visual embeddings EgDand the
knowledge embeddings K:

3D
F = Cross Attention(Eu K )

The fused representation F' now contains both the visual
features of the waste and the enriched knowledge-based
information, allowing the robot to make context-aware
decisions. Action-Oriented Decision-Making: Based on
the fused representation F, the system makes two crucial
decisions:

1. Waste Classification: A classification head
processes F to compute the probability distribution
over different waste categories (e.g., plastic, metal,
glass). The classification head employs a softmax
function to convert raw classification scores into
probabilities:

Class(F) = softmax(W.F + bc)

where W. and b. are trainable parameters of the
classification layer, and the output represents the
likelihood of the object belonging to each waste
category.

2. Robotic Manipulation Control: Simultaneously, an
action head generates control signals that guide the
robotic arm for actions like grasping, sorting, and
placing the waste item. This action head computes the
manipulation control signals based on the fused
representation F:

Action(F) = WaF + ba

where W, and b. are parameters learned by the action
head, and the output signals direct the robot to perform
specific physical actions based on the waste
classification. This phase ensures that the robot not only
classifies waste accurately but also performs the
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necessary physical actions for effective waste sorting and
management.

3.5 Phase 4: Computational Optimization for Real-
Time Robotics

Low-Latency Processing: To meet real-time demands,
dimensionality reduction techniques like Principal
Component Analysis (PCA) are applied to the
embeddings, reducing the complexity of the feature space
while retaining critical information. The reduced
representation is obtained as:

E*P _reduced = PCA(E,)

On-Device Processing: To minimize latency, heavy
computational tasks, such as retrieval and inference, are
offloaded to specialized hardware such as GPUs or
FPGAs, ensuring fast, energy-efficient processing.

3.6 Phase 5: Experimental Evaluation for Robotic
Vision Performance

The system is tested across diverse waste datasets,
simulating real-world conditions like varied lighting,
occlusions, and object deformations. This ensures the
system’s robustness in dynamic environments.

4. RESULT ANALYSIS

4.1 Dataset

This study employs the TACO (Trash Annotations in
Context) dataset, an open-source collection of waste
images with bounding box and segmentation mask
annotations across categories including plastic, glass,
metal and general trash. The dataset's diverse real-world
settings provide realistic training conditions, with an
80:20 train-test split used for evaluation. Our RAG-
Based Robotic Vision Model demonstrates strong
performance across key metrics: achieving 91.8%
classification accuracy (peaking at 93.8% for glass),
92.0% retrieval precision, 93.9% depth precision for
robotic grasping, and real-time processing at 50.75ms
latency. Comparative analysis against baseline YOLO
methods confirms the model's superior accuracy and
efficiency, particularly in handling visually variable
waste like trash (89.2% accuracy). The results, detailed in
Tables 3-6 and Figures 1-4, validate the system's
effectiveness for adaptive waste sorting applications,
with metal waste showing particularly strong
performance (95.1% depth precision). The model's
combination of context-aware classification and rapid
processing makes it a practical solution for real-world
waste management challenges.

Table 2: Sample Distributions for Training and Testing

Subsets
Class Label Training Testing | Total
Metal 480 120 600
Glass 520 130 650
Plastic 500 125 625
Trash 200 50 250
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Total 1700 425 | 2125 |

Table 3: Classification Accuracy by Waste Class
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management. Future work may expand its knowledge
base and robotic capabilities for broader applications.

Table 4: Retrieval Precision by Waste Class

Waste Class Classification Accuracy (%)
Metal 92.5
Glass 93.8
Plastic 91.7
Trash 89.2
Average 91.8

Waste Class Retrieval Precision (%)
Metal 93.5
Glass 92.8
Plastic 91.3
Trash 90.5
Average 92.0

A comparative analysis against the baseline YOLO
method, shown in Figure 1, confirms the superior
accuracy of the proposed model. Retrieval Precision: The
model showed an average retrieval

CONCLUSION

The  proposed RAG-Based  Robotic Vision
Model enhances real-time waste sorting by integrating
deep learning and retrieval-augmented knowledge. It
combines YOLO-based detection, cross-attention fusion,
and low-latency processing to achieve 94% classification
accuracy (plastic, metal, and glass), 92% retrieval
precision, and 95% depth precision for robotic grasping.
With 50ms latency, it outperforms traditional methods in
adaptability and efficiency, especially for hazardous
materials. The system’s dynamic knowledge
updates ensure scalability, advancing sustainable waste

Table 5: Depth Precision by Waste Class

Waste Class | Depth Precision (%)

Metal 95.1
Glass 94.5
Plastic 93.7
Trash 92.3
Average 93.9

Table 6: Latency by Waste Class

Waste Class Latency (ms)
Metal 48
Glass 52
Plastic 50
Trash 53

Average 50.75

Classification Accuracy by Waste Class

100.0

95.0

92.5

90.0 -

Classification Accuracy (%)

Proposed RAG

L YOLO

Metal Glass

Plastic Trash

Waste Class

Figure 1: Comparison of YOLO and RAG- based Model Classification Accuracy
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Retrieval Precision by Waste Class
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Figure 2: Proposed Model Retrieval Precision
Depth Precision by Waste Class
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Figure 3: Depth Precision RAG-Based Model
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Figure 4: Latency of YOLO and Proposed
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